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Maximum Likelihood
as an Alternative to Parsimony
for Inferring Phylogeny
Using Nucleotide Sequence Data

Paul O. Lewis

Much of what we know about the phylogenetic
relationships among organisms has resulted
from the application of parsimony methods to
discrete character data. Huelsenbeck (1995) re-
ported that 59% of phylogenetic analyses re-
ported in the journal Systematic Biology over the
past decade used parsimony rather than compat-
ibility, invariants, distance, or liketihood meth-
ods. Parsimony will no doubt continug to be im-
portant for many years to come, especially in the
analysis of large data sets involving many taxa,
where the speed of parsimony methods will al-
ways allow them to conduct a much more thor-
ough examination of the space of tree topologies
than many other methods. Given the speed of
parsimony and its demonstrated ability to pro-
duce reasonable phylogenetic hypotheses, are
there any good reasons to entertain other meth-
ods or adopt criteria other than the priryf;iple of
parsimony for choosing among competing tree
topologies? If it could be shown that other opti-
mality criteria produced trees that are con-
sistently more accurate representations of the
underlying phylogeny, most practicing systema-
tists would probably abandon parsimony in fa-
vor of the better criterion. Unfortunately, be-

cause we are reconstructing (inferring) past his-
torical events, we have no way of determining
with certainty the effectiveness of any criterion,
including parsimony, at recovering the true phy-
logeny.

We do have ways of measuring the relative
accuracy of phylogenetic optimality criteria un-
der controlled conditions. We can perform com-
puter simulations (Huelsenbeck, 1995; Huelsen-
beck and Hillis, 1993; Kuhner and Felsenstein,
1994; Nei, 1991) and for some cases obtain ana-
Iytical sesults (Felsenstein, 1978), but these de-
pend on specifying both a detailed model tree
and the rules for changing sequences along the
branches of the tree. Such simulation experi-
ments are nevertheless valuable, as they. provide
some means of measuring the efficacy of differ-
ent criteria against a standard, known set of cir-
cumstances. The valyg of appraisals based on
computer simulations depends directly on the
validity of the model used to create the simu-
lated data, although if a method behaves poorly
for quite simplistic models of evolution, it is dif-
ficult to imagine it doing well under more realis-
tic conditions (Huelsenbeck, 1995). A similar
caution applies to inferences about the perfor-
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mance of different optimality criteria based on
artificial phylogenies constructed using experi-
mental organisms such as bacteriophage in the
laboratory (Bull et al., 1993; Hillis, 1995). Once
again, the model tree problem arises, for there is
no way to know whether the branching pattemns
imposed on bacteriophage lineages reflect
branching patterns in real phylogenies, and sub-
stitution processeés certainly differ from those in
nature due to the necessity of using mutagens to
speed up the process. These types of experi-
ments do, however, uncover another side to the
relative performance of various phylogeny algo-
rithms, as they introduce complexities that are
missing in the comparatively clean world of
computer simulation.

Whereas much has been learned using com-
puter simulations and bacteriophage experi-
ments, we must admit that our preference for
one criterion over others is, at its heart, a largely
philosophical decision. Even if computer simu-
lation studies overwhelmingly preferred one cri-
terion over others, this may (in the worst case
scenario) have no relevance at all to the question
of which of these methods is actually the best at
recovering the true phylogeny. It would simply
reflect the fact that one method was better at
solving the puzzle presented to it under the arti-
ficial conditions of the simulation model. It is
important to keep in mind that no one ever
knows for certain which method is best in an ab-
solute sense, and therefore our judgment must
fall back on other criteria.

I argue in the remainder of this chapter for a
model-based (specifically maximum likelihood)
approach to phylogenetic inference. These alter-
natives to parsimony are model-based because
they depend on an explicit model of evolution-
ary change. Model-based approaches comprise
distance methods, which involve a matrix of
pairwise estimated evolutionary distances be-
tween taxa, and the method of maximum likeli-
hood. which, like parsimony, makes use of the
original discrete data matrix.

My argument for using model-based ap-
proaches is grounded in the ability to build into
these models what we feel we already know
about phylogenies and substitution processes.
Model-based methods also allow testing of the
underlying models used to make the phyloge-

netic inference (Goldman, 1993; Penny et al.,
1994; Yang et al., 1994). It is not necessary to
assume that a model is adequate; the adequacy
of the model being used can be objectively mea-
sured. Although this takes considerably more
time and computational effort, researchers
should explore their data enough to avoid at
least the most obvious pitfalls of the phyloge-
netic method they plan to use.

I appeal to the desire on the part of systema-
tists to tailor their analyses to the particular de-
tails of the group and gene under study. That
such a desire exists is apparent in the evolution
of parsimony itself—the descendants of the an-
cestral version of parsimony (Camin and Sokal,
1965, Camin-Sokal parsimony) sport modifica-
tions that allow: (1) reversibility of character-
state changes (Kluge and Farris, 1969, Wagner
parsimony); (2) asymmetrical rates of change
(Farris, 1977, Dollo parsimony); (3) lack of a
natural ordering of character states (Fitch, 1971,
Fitch parsimony); (4) differences in rates of
change within and between certain classes of
character states (Sankoff, 1975, weighted parsi-
mony); and (5) differences across characters in
levels of homoplasy (due, for example, to
among-character differences in selective con-
straints or rates of evolution) (Farris, 1969, suc-
cessive weighting). Modifications to standard,
equal-weighted parsimony resulted from the
recognition that not all data are alike, and that
either adding or relaxing some of the constraints
of standard parsimony were reasonable in view
of the perceived differences in the nature of dif-
ferent data sets.

The primary aim of this chapter is to provide
an intuitive explanation of the maximum likeli-
hood (ML) approach to phylogenetic inference,
highlighting some of the interesting insights and
hypothesis tests that the ML approach allows.
Because both ML and distance methods make
use of many of the same evolutionary models,
much of the discussion applics equally well to
both approaches to phylogenetic inference. The
concentration on maximum likelibood allows a
more in-depth discussion of this method, which,
being a discrete-character method, provides an
alternative to parsimony both in terms of phy-
logeny reconstruction and estimation of ances-
tral character states, I first discuss models in
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general, with the goal of showing how making
the model explicit can add flexibility to an
analysis rather than making it more restrictive
and assumption-laden (as is commonly as-
sumed). The next major section describes spe-
cific substitution models currently used in phy-
logenetic inference. The chapter finishes with an
examination of how likelihood methods are es-
pecially useful in framing and testing specific
hypotheses. Enumerating ail substitution mod-
els and tree-building methods is not an aim of
this chapter; I instead concentrate on basic con-
cepts. An attempt is made to use explanations
that do not rely heavily on mathematical nota-
tion, however this has necessarily resulted in the
omission of many details needed for a complete
understanding of the methods presented. Some
of these details have been placed in footnotes,
but for those who find they wish to learn more,
the reviews by Felsenstein (1988), Swoftord et
al. (1996), and Weir (1996, chap. 10) are recom-
mended.

MODELS

A common misconception of model-based ap-
proaches is that they are restrictive; that is, a
mode] forces the investigator to make many as-
sumptions about the evolutionary process that
do not need to be made with model-free ap-
proaches. This misconception is not the case,
but 1o understand why, it is important to under-
stand first what models are and how they are
used. The goal when reconstructing phylogeny
using nucleotide sequence data is to use circum-
stantial evidence (present-day sequences) to ar-
rive at an-educated guess (an inference) about
the evolutionary history of a group of organisms
or genes (Felsenstein, 1973b). We cannot, in
general, observe any part of this history directly.
Despite the deterministic nature of the algo-
rithms used for phylogeny reconstruction, these
algorithms simply provide rules for arriving at
an estimate of the phylogeny, which may or may
not be the same as the true underlying phy-
logeny. The quality of the estimate of phylogeny
depends upon the quality of the assumptions be-
ing made in the process of arriving at the esti-
mate. It is difficult, if not impossible, to arrive at
an estimate of anything without making assump-

tions, although it is quite easy to fail to realize
the specific assumptions being made. We often
make assumptions in everyday life that go un-
recognized unless they are violated. Simply
crossing a street makes use of a model that has
been in the process of fine tuning by experience
since birth. This model provides, for instance,
the very important probability of getting hit by a
car while crossing the street based on such fac-
tors as the distance to the nearest moving car and
the perceived speed at which that car is travel-
ing. There are a number of assumptions that are
made by this model of which we are usually
only dimly aware. For example, our model as-
sumes that we will not develop a serious leg
cramp, drop our keys, or suffer any other major
distraction while in the middle of the street!

All Statistical Inferences
Are Based on a Model

Suppose someone told you that he or she had
just flipped a coin 50 times, and all 50 times the
coin turned up heads! You are likely to be very
surprised at hearing this result, until it is re-
vealed that the coin is a trick coin with heads on
both sides. Once this fact is known, it is not sur-
prising at all that each of the 50 tosses resulted
in heads. Even though you were probably not
aware of the fact, you were using two different
models before and after the revelation that the
coin was a trick coin. The first model involved
the assumption that the coin used was fair and
the tosses were independent of one another. The
second model assumed that the coin was a two-
headed trick coin. Under the fair-coin model, the
data (50 tosses resulted in heads) are very im-
probable. The probability in this case is about
one in 1,000 trillion, and you are appropriately
very surprised. Under the second model, the
probability of the data is 1.0, and you are not
surprised at all. The point is that the level of sur-
prise you feel when you observe the data is in-
versely related to the probability of the data un-
der the currently assumed model. i
The two models discussed are but two points
along a continuum of conceivable models. It is
possible, for example, to have a two-tailed coin
in which the probability of heads (call it p) for
any given toss is exactly 0.0. It is also possible
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to have a coin that is intermediate; in fact, many
coins are undoubtedly unfair to some extent due
to variation introduced in the manufacturing
process and the asymmetry of design on the
front versus the back. The continuum of con-
ceivable models thus stretches all the way from
p = 0.0to p = 1.0. In such circumstances, it is
usual to refer to this entire continuum not as an
infinity of distinct models, but as a single model
having the parameter p. This makes it clear that
p is not something to which we can assign a
value with absolute certainty. In either view, it is
necessary to hypothesize some numerical value
for p in order to obtain the probability of the
data. When the parameters of a model are as-
signed actual values, the model is said to be fully
specified. Whether one considers the coin flip-
ping example to involve a comparison of two
distinct models (fair coin vs. two-headed coin)
or two different parameter settings of a single
model (p = 0.5 vs. p = 1.0) is largely a matter of
personal preference, but it is certainly true that
these two alternatives represent distinct, fully
specified models.

In model-based phylogeny reconstruction, the
fully specified model includes all the informa-
tion needed to calculate the probability of the
data, including not only the assumption of char-
acter independence, but also the topology of the
tree. One possible method for reconstructing
phylogeny would be to consider a number of
distinct, fully specified models, ail differing
only with respect to the tree topology (and asso-
ciated branch lengths), and choose as best the
one making us the least surprised when we look
at the data. The problem with this approach is
that sequence data are much more complicated
than the data in the coin flipping example above.
We were able to register the appropriate level of
surprise in that case because the data and the
competing models were simple. The reason
computers must be used to estimate phylogenies
from sequence data is that we are unable to for-
mulate an appropriate response (i.e., degree of
surprise) regardless of the model assumed be-
cause of the complexity of the data presented to
us. The method of maximum likelihood uses as
its optimality criterion the probability of the data
given an assumed model of evolution, It works
by essentially telling us how surprised we
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should be were we able to comprehend the data
fully. This method instructs us to accept the
(fully specified) mode!l making the data the least
surprising.

Is There a Parsimony Model?

If the term model is defined rather loosely to en-
compass all the assumptions necessary to esti-
mate some quantity of interest from the data,
then all methods of reconstructing phylogeny
can be said to use a model. Few would deny that
even methods not explicitly model based, such
as parsimony, assume at least that different sites
(characters) are independent and that a bifurcat-
ing tree (acyclic graph) adequately depicts the
underlying phylogeny. However, can parsimony
be said to depend on a model in the statistical
sense of the term? That is, can parsimony be
viewed as a model-based approach, the only dif-
ference between parsimony and likelihood be-
ing the model used? If this were true, these two
discrete character methods could be evaluated
solely on the relative merits of the models used.

Models have been developed that, when used
in a maximum likelihood context, produce re-
sults identical to those from standard parsimony.
That is, if one selects the maximum likelihood
tree under such a model, it will always be iden-
tical to the tree favored by standard, equally
weighted parsimony. Although several such
models exist (Farris, 1973, 1983; Felsenstein,
1973a, 1981b; Goldman, 1990; Penny et al.,
1994), I have chosen to consider only one of
them in detail. The model presented by Gold-
man (1990) simply assumes that the same
amount of evolutionary change (on average) oc-
curs on every branch of the phylogenetic tree. In
order to see the relationship between likelihoods
obtained assuming Goldman's model and tree
lengths obtained by applying the parsimony cri-
terion, it is useful to apply both to a simple, con-
trived data set (Table 5.1). It will be assumed for
simplicity that there are only two character
states, 0 and 1, but there is no difficulty general-
izing to four states (Goldman, 1990).

There are only three possible unrooted tree
topologies for four taxa, and Fig. 5.1 shows,
for each of these three topologies, one possible
most parsimonious mapping of character-state
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Table 5.1. Sample data set with four taxa
(A, B, C, D) and four binary characters (1, 2, 3, 4).

1 2 3 4
A 1 | 0 ]
B 1 0 (] 0
C 0 1 1 0
D 0 0 1 0
A [ A B

tree 2

{6 steps)

tree 1
(5 steps)

tree 3
{7 steps)

Figure 5.1.  The three possible unrooted tree topologies
for four taxa (A, B, C, and D) showing one possible most
parsimonious reconstruction of character-state transforma-
tions for each topology. The most parsimonious tree topol-
ogy requires a total of 5 steps (trce 1).

changes. The most parsimonious topology is
Tree 1, which requires only 5 steps compared to
the 6 steps required by Tree 2 and the 7 steps re-
quired by Tree 3.

Under Goldman's model, Tree 1 also has the
highest likelihood score of the three (Table 5.2).
Consider the data for character 3 on the topol-
ogy represented by Tree 1. Assume for the mo-
ment that the ancestral character states are
known and are those depicted in Fig. 5.2. Gold-
man's model assumes that there is a probability
p of a change in state along any branch of the
tree, which implies (because there are only two
possible states) that the probability of no change
along any given branch is | — p. The likelihood
is defined as the probability of the data given the
modcl (Edwards, 1972). The data in this case are
the states of the four tip nodes for character 3;
that is, taxon A and taxon B both have state 0,
and taxon C and taxon D both have state I.
The model includes the following parameters:
(1) the tree topology; (2) the parameter p; and
(3) the states for the interior nodes of the tree

Table 5.2. Comparison of likelihood to tree length
for each possible combination of tree topology and
ancestral character-state assignments.

Topology  Character Steps In-Likelihood
Tree | I I —7.545
p=025 2 2 -8.644
3 1 —7.545
4 1 =7.545
Total 5 —31.280
Tree 2 1 2 -9.521
p=03 2 1 -8.674
3 2 —9.521
4 i -8.674
Total 6 —36.390
Tree 3 1 2 —10.547
p=035 2 2 -10.547
3 2 -10.547
4 1 -9.928
Total 7 —41.568

Note: The value of p maximizing the overall likelihood (p) for each
topology was used to compute the numerical value of the likelihood
listed for each character individuaily. Because the likelihoods are
such small numbers, the natural logarithm of the likelihood score is
reported instead of the likelihood itself. This simply has the effect of
scaling the reported values. Tree | requires the fewest steps and has
the highest likelihood.

topology. Once actual values have been plugged
in for each of these parameters, the model is fully
specified and a likelihood can be computed.

The likelihood under this simple model
equals the probability of starting with the state
present at the root node (which is simply one-
half; it is assumed that the root node had an
equal chance of being in state 0 or state 1) times
the product of probabilities corresponding to the
events along each of the five branches (Fig. 5.2).
One feature of this model is that it does not mat-
ter which node is considered to be the root; the
likelihood is the same for each possible choice
of root node. Each hypothesized combination of
ancestral character states potentially results in a
different likelihood. For character 3, there are
four possible combinations of ancestral charac-
ter states for Tree 1 (Fig. 5.3). The likelihood is
highest (and the number of required steps
fewest) for the character-state assignment
shown in Fig. 5.3b.

Table 5.2 compares the maximum likelihood
scores to the parsimony tree length for each pos-
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0 1
1-p l/
0 1
P
I-p lx
0 1

L = 3(1-p)(1 -p)p)(1 -p)(1 - p)
= w(1-p)*
= Pr(state at root) x Pr(change) x [Pr(no change)]*

Figure 5.2. Calculation of the likelihood under the Gold-
man parsimony model. The probability of the data (tip
states) for character 3 (Table 5.1) and hypothesized ances-
tral-state assignments equals the probability of starting with
state 0 in one of the two tips on the left side of the tree (the
one-half term) times the probability of changing across the
middle branch (the single p term) times the probability of
not changing across the ining four branches (the | — p
terms). The likelihood is the same regardless of which node
is specified as the root of the tree, and the two possible
states at the root (0 and 1) are considered to have equal
prior probabilities.

a.
0\ /1
0 0
O/L = —p)x
s =2
C.
0\ /1
’ 1—0
N\
0 2 1
s=135

Figure 5.3.  Likelihoods (L. according to the parsimony model of Gold

sible combination of topology and ancestral
character-state assignment. For this example,
Tree 1 is best according to both the parsimony
criterion and the criterion of maximum likeli-
hood; it requires the fewest inferred character-
state changes and also has the highest overall
likelihood. It can be shown (Goldman, 1990)
that there is a one-to-one correspondence be-
tween parsimony tree length (assuming stan-
dard, equal-weighted parsimony) and likelihood
(assuming Goldman’s model) as long as the
probability of change (p) along each branch is
less than the probability of no change (1 — p).
Although not encountered in this example, if
there were multiple most parsimonious trees,
there would also be multiple maximum likeli-
hood trees using the Goldman model because of
this one-to-one correspondence.

It should be emphasized that the point of this
exercise was to illustrate that it is possible, using
a likelihood framework, to compare the parsi-
mony and likelihood criteria directly, which was
also the motivation behind the development of
the model (Goldman, 1990). The primary value
in considering Goldman's model is that it brings

b.
°\ /1
Q—-1
o/L=%pu-p)4\1
s =1
d.
°\ /‘
1 1
O/L=;p2(l-p)3\1
s =2

} and most parsi

tree lengths (s) for

the four possible combinations of ancestral character states for tree 1 (Fig. 5.1), character 3 (Table 5.1). Note that the most
parsimonious combination of character-states occurs in b, which also has the highest likelihood score assuming only that
change along individual branches is rare compared to no change (ic., p < 0.5).




138 M LAR SYSTEMATICS OF PLANTS

to light some potentially hidden assumptions of
standard parsimony. For instance, the Goldman
model assumes that the probability of character
change is the same for all branches in a tree.
This contrasts with models commonly used in
conjunction with the maximum likelihood crite-
rion, which allow each branch to have its own
probability of change, thus allowing for varia-
tion in rates of evolution (or simply lineage
ages) across the tree. A second difference be-
tween the Goldman model and the commonly
used maximum likelihood phylogeny models is
that (in the latter) the likelihood for a tree does
not depend upon any particular combination of
ancestral character-state assignments. To elimi-
nate this dependence, the likelihood is normally
summed over all possible combinations of an-
cestral character states. This could have been
done in generating the likelihood values for
Table 5.2, but the one-to-one correspondence
between maximum parsimony and maximum
likelihood would no longer be guaranteed; that
is, the model could no longer be considered a

“‘parsimony model.”

Has lhlS side-by-side comparison of par5|-
mony and likelihood indeed allowed us any in-
sight into hidden assumptions underlying the
pars;mony criterion? Under the Goldman
model, lhc infamous long-branch attraction phe-
nomenon (discussed below in Consequences of
Ignoring “Important” Factors) may be viewed
as the consequence of violating the model’s cen-
tral assump(lon that all branches (in the true
tree) are equal in length.! Does this mean that
parsimony assumes that all branches have the
same length (i.c., the probability of change is the
same for all branches)? Not necessarily. In order
to make this jump, it is necessary to show that
the Goldman model is the only model that pro-
duces a one-to-one correspondence between
maximum likelihood trees and maximum parsi-
mony trees. If it could be shown that another
model exists that also produces this one-to-one
correspondence but which does not assume that
all branches have the same probability of

it is interesting to note that parsimony can perform quite
well even at very high rates of change so long as all branches
are equal in tength (Hillis et al., 1994; Huclsenbeck and
Hillis, 1993), a behavior that is expected under Goldman's

model.

change, it would be hard to claim that parsimony
assumes equal branch lengths. It tumns out that at
least one such alternative model has been found
(Penny et al., 1994). This fact leaves open the
question of whether a parsimony model can be
said to exist. It appears that the parsimony crite-
rion can be mapped to more than one distinct
type of model when viewed in a likelihood
framework.

A Possible Common Denominator

One feature that is present in all such parsimony
models identified to date is that the number of
parameters requiring estimation grows with the
amount of data available, leading to potential in-
stability in the inferences made (Felsenstein,
1978). In the example above, two extra parame-
ters need to be estimated for every new charac-
ter added to the data set. These two extra para-
meters are the states at the two interior nodes. It
is not possible to obtain a parsimony score with-
out assigning some state to these interior nodes.
This is not the case with typical maximum like-
lihood phylogeny models, in which the likeli-
hood is summed over all possible states at these
interior nodes. This avoids “committing” to any
one combination (or few combinations) of an-
cestral states. The same problem arises in other
areas of biology. For example, one approach to
assessing male fertility in plants is to determine
the most likely male parent for each seed sam-
pled in a population. The male fertility can be
estimated for each male parent as the proportion
of seeds sired by that parent (Meagher, 1986).
Unfortunately, this approach tends to overesti-
mate the reproductive success of males homozy-
gous at marker loci (Devlin et al., 1988). This
bias can be eliminated if the estimation method
takes into consideration all possible male par-
ents for each seed rather than the single most
likely male parent (Devlin et al., 1988; Roeder
et al., 1988).

The fact that the usual likelihood models do
not commit to any particular combination of an-
cestral states for the purposes of reconstructing
phylogeny does not mean that likelihood meth-
ods cannot commil to particular combinations of
ancestral states if the goals of the investigation
change. For example, once the investigator has
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estimated the phylogeny, attention may tum to-
ward estimating ancestral states, in which case it
becomes desirable to find the “most likely” states
for each ancestral node for each character. The
concern for bias in estimating the tree topology is
now past, because the topology is fixed during this
phasc of the study. Likelihood provides alterna-

tives for estimating ancestral character states, ‘and /

these are discussed in The Perspective of Likeli-
hood on Reconstruction of Ancestral States.

Models Can Add Flexibility
Rather Than Restrictions

The development of variations on the parsimony
theme reflect a desire to add flexibility of infer-
ence to parsimony. There is a certain satisfaction
in making use of our hard-won knowledge of the
evolution of DNA sequences in order to make
inferences about that which we do not know,
namely the phylogenetic history of the se-
quences in our sample. Model-based methods
are often criticized as requiring too many as-
sumptions, but in fact models can be quite re-
strictive or very flexible, depending on how
many model parameters are eslimated versus
fixed at some specified value.

Adding parameters to a model increases the
model’s flexibility. For example, adding a tran-
sition/transversion rate ratio parameter allows
the model to account for any bias that might ex-
ist in the relative rates of transitions compared to
transversions (regardless of the underlying
cause of such bias). If this parameter is fixed at
some value, then the quality of the analysis will
depend to some extent on the quality of this
fixed parameter value. This may be quite valid
in cases in which a parameter does not vary
much among lineages or genes. The ratio of
transitions to transversions is nearly always
greater than 0.5, which is the value expected if
there were no difference in underlying rates of
transitions and transversions. Thus, specifying
any value greater than 0.5 (up to a point, of
course) should provide better performance than
using a simpler model (¢.g., the Jukes and Can-
tor, model [Jukes and Cantor, 1969]) that as-
sumes a transition/transversion ratio of 0.5.

We need not fix this parameter at a specific
value, however. It can be estimated from the data
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along with the other parameters (such as branch
lengths) in the model. This approach requires
only that the existence of two classes of substitu-
tions be recognized (e.g., transition-type vs.
transversion-type), allowing for the possibility
that there is a real substitution bias in nature.
Note that this approach also allows for the possi-
bility that there is no such bias (i.e., there is no
real difference between the classes recognized in
the model). In the absence of bias, the estimated
parameter value will simply be close to 0.5.

The Best Models Capture Only the
Essential Features of the Process

The best model is one that captures only those
features of reality that are necessary 10 answer
the question at hand; more detailed models sim-
ply cloud the picture. For example, maps depict-
ing metro rail systems are notoriously skimpy
with details. There are few, if any, details about
the topography of the land or the city streets that
are crossed, and even most of the actual curves
in the rail line itself have been smoothed out into
impressively straight lines. Two things that are
preserved, however, are the order of the stations
along the lines and the general direction in
which the lines travel; this is, of course, exactly
the information that commuters need. A lot of
additional cartographic detail would only make
it more difficult to figure out how many stations
are between the commuter and his or her desti-
nation.

In terms of models used for statistical infer-
ence, the model should include only enough pa-
rameters to capture the most important aspects
of the process being modeled (here, the substitu-
tion process). This philosophy is reflected in one
of the most well-known measures used in com-
paring models, the Akaike information criterion
(Akaike, 1974), which counterbalances the in-
crease in the fit of the model to the data when
additional parameters are added by penalties for
these additional parameters. One effect of
adding too many paramelers in the context of
phylogenetic inference is that the distinctions
between alternative tree topologies become in-
creasingly small (ie., the picture becomes
cloudy). The extreme case is the multinomial
model (Navidi et al., 1991; Goldman, 1993), in

P T i
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which a separate parameter governs the proba-
bility of each possible pattern of nucleotides in
the data. This model can be used to provide an
upper bound on the likelihood (Goldman, 1993)
because it will always provide a better fit to the
data than models that assume a tree structure. It
is useless, however, for purposes of phylogeny
reconstruction because it provides no way to
rank alternative trees: all trees have the same
likelihood under this model!

Consequences of Ignoring
“Important” Factors

Thus, flexibility comes with a cost in terms of
the ability to discriminate among trees, and it
pays to explore the data in order to discover the
factors most important for the particular group,
and gene, under study. How does one define
“most important” in this case? The most impor-
tant factors are those that, if not accounted for

by the model, lead us to select the incorrect tree
topology. Recently there has there been a con-
certed effort 1o develop models incorporating
those factors thought to be most important
(Table 5.3).

In many cases, the pathological behavior re-
sulting from failure to account for an important
factor is long-branch attraction, a phenomenon
in which lineages exhibiting a relatively large
amount of evolutionary change (the long
branches) are placed together in the estimated
tree even if there are intervening branches in the
true tree. Longer-branched lineages may share
similarities due to independent substitutions to
the same base from different ancestral bases.
The extent of the long-branch attraction problem
is directly related to the degree of heterogeneity
in branch lengths and inversely related to the
number of possible states. Estimating the branch
lengths for each lineage can reduce or eliminate
long-branch attraction by allowing the model to

Table 5.3. Substitution models (and model variations) described since the classic model of Jukes and Cantor
(1969), along with the molecular evolutionary factors they were designed to accommodate.

Evolutionary Factor

Described Model or Model Variation

Transition rate potentially differs from transversion rate

Equilibrium base frequencies potentiatly not ail 0.25
Base frequencies and transition/transversion ratio potentially
vary from lineage to lincage

Substitution rates potentially vary [rom site to site

Nonindependence among sites duc to codon structure

Nonindependence among sites duc 1o stem-loop secondary
structure (e.g.. in rRNA genes)

Nonind Jence between neighboring sites

P

Rate of A & G transitions potentially differs from
rate of C &> T transitions

Rate of A &3 T, C & G transversions potentially differs
from rate of A ¢» C, C & G transversions

Ratesof Ao CAOGACGTCoGCoT
and C & G substitutions all may differ

(Hasegawa et al., 1985; Kimura, 1980; Tanura
and Nei, 1993)

(Felsenstein, 1981a; Hasegawa et al., 1985)
(Yang and Roberts, 1995)

(Churchill et al., 1992; Reeves, 1992; Sidow and Specd.
1992; Yang, 1993; Yang, 1994b; Felsenstcin and
Churchill, 1995)

(Goldman and Yang. 1994; Muse and Gaut, 1994)
(Muse, 1995; Tillier and Collins, 1995)

(Felsenstein and Churchill, 1995; Schoniger and von )
Haeseler, 1994)
(Tamura and Nei. 1993)

{Kimura. 1981)

(Tavaré. 1986; see also Yang. 1994a)

Note: This list is hopefully representative, but by no means should be consideced exhaustive. Several very general models te.g.. Barry and
Hanigan, 1987; Lake. 1994; Stecl. 1994) are not presented here because, while very useful for estimating evolutionary distances (see for
example Lockhart et al.. 1994), they are cumrently not able 1o be employed in a likelihood context.
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explain these similarities some other way than
by inferring a shared history (Gaut and Lewis,
1995; Huelsenbeck, 1995).

Thus, it becomes less surprising that taxa A
and C (Fig. 5.4a) have the same state at several
sites if we know that a large amount of change
has taken place along the lineages leading to
taxon A and taxon C. You might now ask how
we know that these lineages have undergone a
tremendous amount of change. This information
comes, in part, from autapomorphous sites; that
is, sites in which all taxa except one have the
same state. If most autapomorphies are re-
stricted to the lineages leading to taxon A and
taxon C, this provides evidence for an elevated
substitution rate in these two lineages. Thus,
while autapomorphies are not considered “phy-
logenetically informative” in a parsimony
analysis, they do provide information that in
some cases may be critical to getting the right
answer.

1t is possible for long-branch attraction to oc-
cur even if individual branch lengths are esti-
mated. Failing to account for the presence of
site-to-site rate heterogeneity provides an exam-
ple of a circumstance in which this situation can
occur (Chang, 1996; Gaut and Lewis, 1995).

A c A c
8 o 8 o
b.
8 A c 6 5 A B 3
38 o3 s c D3
true tree inferred tree

Figure 5.4. Illustration of long-branch attraction and base
compositional atraction. a. A phylogeny having long
branches leading to taxon A and taxon C can fool phyloge-
netic methods that do not address branch-length hetero-
geneity. The leagth of a branch is proportional to the
amount of evolutionary change occurring along the lineage
represented by the branch. b. phylogeny in which taxon

A and taxon C have independently acquired high G+C
contents (0.6). The inferred tree will place A and C together
unless the model used allows for nucleotide composition to
change across the tree.

Failing to account for nonindependence among
sites within a sequence provides another exam-
ple (Schoniger and von Haeseler, 1995).

A second type of pathological behavior could
be termed base compositional attraction. Here
again taxa share similarities not due to identity
by descent, but the spurious similarities are due
to similar G+C content in unrelated lineages.
Like long-branch attraction, in this situation un-
related lineages are joined because of similari-
ties that are not the result of simply having a
shared history. One of the best examples is the
misplacement of the Euglena chloroplast in a
tree derived from 16S rDNA sequences of
chloroplasts and cyanobacteria (Lockhart et al.,
1994). Consider two unrelated lineages in which
substitutions to A or to T for some reason no
longer occurred. Over time, these two lineages
would increase in G+C content (but not because
their most recent common ancestor had a high
G+C content). If the two lineages suffered sub-
stitutions at homologous sites, the chances that
these substitutions would result in both lineages
having a G or both having a C at these sites are
considerably greater than if these lineages were
allowed to use all four nucleotides in equal pro-
portions (Fig. 5.4b).

Genes encoding proteins critical to cellular
respiration and/or photosynthesis are all but
guaranteed to have a well-developed codon
structure, whereas adjacent sites within a
pseudogene may be independent or nearly so.
One way to deal with dependence among nu-
cleotide sites within codons is by simply using
the amino acid sequences rather than the under-
lying nucleotide sequence, but this often results
in a paucity of information because much of the
evolutionary change is in the form of synony-
mous substitutions. Recently models have been
developed that make use of nucleotide sequence
data and at the same time allow nonindepen-
dence of sites within codons (Goldman and
Yang, 1994; Muse and Gaut, 1994). Another ex-
ample of nonindependence among sites involves
the stem-loop structure of ribosomal DNA. Vari-
ation in paired sites within stem structures is
constrained compared to variation in sites pres-
ent in loops (see Chapter 7). Models have re-
cently been developed that explicitly account for
this type of gene structure (Schoniger and von
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Haeseler, 1994; Muse, 1995; Tillier and Collins,
1995).

What Are the Components
of the Model?

Normally, when someone speaks of the model
being used in a phylogenetic analysis, he or she
is referring to the substitution model; however,
the model always encompasses more than just
the substitution process. To compute a likeli-
hood, one must also specify such things as a par-
ticular tree topology and a particular set of
branch lengths. Thus, the topology and branch
lengths are components of the model in this
broader sense. The substitution models in com-
mon use require a bit more explanation than
these other model components because they
arise from a consideration of the properties of
stochastic processes. The next section is there-
fore devoted to an introduction to the basic fea-
tures of substitution models.

SUBSTITUTION MODELS
The Parking Lot Metaphor

Imagine that it is the busiest time of the day in
the parkjhg lot of the local shopping mall. If you
keep your eye on a single parking spot for a long

enough time, you will see what is termed a sub-
stitution event: The car currently parked in that
spot will leave and be “instantly” replaced by
another car (instantly because this is the busiest
time of the day and there is tremendous compe-
tition for parking spaces). Let us further suppose
that the cars in this town only come in four col-
ors: red, green, blue, and yellow. Furthermore.
assume that the four car colors are equally fre-
quent, both in town and at the parking lot of the
mall. When a substitution event occurs, it is im-
portant to note that we are just as likely to see a
red car being replaced by another red car as we
are of seeing a red car being replaced by a car of
a different color. Let us reserve the term color-
changing event for the case of a substitution
event that results in a car of a different color.
Thus, color changes are less common than sub-
stitutions, because some proportion of subslitu-
tions are by cars of the same color as the previ-

A

ous occupant. Now, suppose it is known that, on
average, substitution events occur at a rate of
one substitution every 1,800 seconds (one every
half hour). How many substitutions would be
expected, on average, if one parking space were
watched for three hours? There should be an av-
erage of

00 d
1800 seconds)(lo8 seconds)

= 6 substitutions 5.1

The number 6 is the product of the substitution
rate, which will be symbolized ., and the time .
The product ! is thus the expected number of
substitutions per parking space over the time pe-
riod represented by 1.

I have already made the distinction above be-
tween ordinary substitutions and color-changing
substitutions. Suppose we were interested in the
expected number of color changes rather than
the expected number of substitutions. In work-
ing out simple Mendelian genetics problems, a
device called the Punnett square is used to deter-
mine the expected numbers of offspring of dif-
ferent genotypes given the proportions of the
different haplotypes produced by the parents.
We can use a similar approach to find the ex-
pected numbers of different types of substitu-
tions occurring in the parklng lot. Figure 5.5a
shows all possible combinations of the color of
the car being replaced and the color of the re-
placing car. For simplicity, these colors will be
referred to as the “before” and “after” colors.

To obtain the expected number of color-
changing substitutions, we simply add together
all the relevant squares. Given that 12 of the 16
squares represent changes in color, the expected
number of color changes is simply 12(Yiept) =
Yut. Because the expected number of substitu-
tions per parking space was 6 in a 3-hour period,
the expected number of color changes per park-
ing space is thus 4.5.

Note that the same principles would apply if
the different colors were not equally frequent; in
such case the one-fourth terms on the margins of
the square in Fig. 5.5 would be replaced with the
correct color frequencies. For example, suppose
the relative frequencies of the four colors of au-
tomobile were w, = Y (red), m, = ¥ (green), m,
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green blue yellow

1 1 1
i 1 1

!
red § | gut Bt | re | e

1 1 ] 1
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a.
before
b.
red
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red T | miut
green Mg | mom !
before

2
MRl | Rt T
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2
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Figure 5.5. Punnett square for determining the proportion of the total expected number of rep

(1) corresp

ing to each different combination of before and after colors. a. Assuming each car color occurs in equal frequency. b. Al-

lowing each car color to be present in a different freq

y, with the fi

y of red cars being T, the frequency of green

cars being 0, the frequency of blue cars being T, and the frequency of yellow cars being w,.

= ¥, (blue), and w, = ¥ (yellow). Adding up
the contributions of the 12 squares representing
color-changing substitutions in this case (see
Fig. 5.5b) results in the formula below, which
makes use of the fact that the sum over all
squares is pl.

(- —m —m — 7w (5.2)

Plugging in the actual values of the relative
frequencies produces the result that for every
6 substitutions expected, (1 — Yoo ~ Y25 = Yim
~ Y4)(6) = 4.2 replacements should be ex-
pected. Note that this value is close to, but not
equal to, the value 4.5 obtained for the case of
equal color frequencies. Differences in values
for specific squares are more noticeable. For ex-
ample, (Vie}(6) = 0.375 substitutions are ex-

pected to occur between blue and yellow cars in
the case of equal frequencies, but a much higher
number (Yio)(%X6) = 0.72 is expected in the
case of the unequal base frequencies used in the
foregoing example.

Evolutionary Distances

We are now in good position to make the jump
from parking lots to DNA, where nucleotide
sites are analogous to parking spaces and cars of
four different colors analogous to the four bases.
Letting the rate of nucleotide substitution be .,
the expected number of nucleotide-changing
substitutions between two sequences separated
by an amount of time ¢ is

d=(-% —wk —7m} —whp (53)
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If all four bases are equal in frequency, then w,
=T = W = WS 0.25 and Eq. (5.3) reduces
to just

=3 (5.4)

4
These formulas are directly analogous to the for-
mulas obtained previously for replacements of
cars in parking spaces. The quantity d (the ex-
pected number of nucleotide-changing substitu-
tions) is often referred to as the evolutionary dis-
tance between the two sequences. The concept
of an evolutionary distance is central to model-
based methods for inferring phylogeny. In both
distance and maximum likelihood methods, the
lengths of a tree's branches are usually mea-
sured in terms of evolutionary distances. Dis-

* tance methods work by finding the tree topology

and branch lengths that together best fit a matrix
of pairwise evolutionary distances. Maximum
likelihood methods work by finding the particu-
lar combination of tree topology and branch
lengths that maximizes the probability of the ob-
served data. -

The evolutionary distance in Eq. (5.4) is
called the Jukes-Cantor, or JC, distance, because
it is based on the substitution model proposed by
Jukes and Canfor (1969). This model assumes
that the four bases are present in equal frequen-
cies and there is a single rate of substitution that
applies to all possible types of transformations.
These same assumptions were made in the park-
ing lot analogy: All four colors of car are present
in equal frequency and the substitution rate did
not depend on the car color. The more general
distance formula given by Eq. (5.3) allows for
differences in frequency between the four bases.
This distance formula corresponds to the Felsen-
stein (1981a) model, and will be referred to as
the F81 distance. The F81 distance formula col-
lapses to the JC distance formula when the four
base frequencies are equal. The F81 model is a
good example of how flexibility can be added to
a model by the addition of parameters without
sacrificing generality. The F81 distance formula
with its extra frequency parameters works just
as well as the JC distance for cases in which the
base frequencies are equal, but has the benefit of
also working in cases of unequal base frequen-
cies.

Estimating an Evolutionary Distance

A small problem presents itself if a formula like
Eq. (5.3) is used to estimate an evolutionary dis-
tance from real sequence data. The problem is
that such formulas require that the quantity .t
be estimated. Unfortunately, obtaining the exact
value of ! requires continuous observation. For
parking lots, this value could be obtained by
recording every substitution that occurred. In
the case of sequences, we never have that lux-
ury: We have to work with two sequences that
have been diverging for some time from a com-
mon ancestral sequence, and unfortunately no
one was around to monitor both lineages contin-
uously for substitution events.

The time can be defined in one of two ways
(Fig. 5.6), but in this chapter f always refers to
the total amount of time along the path from one
sequence to the other (Fig. 5.6a). Most substitu-
tion models assume that the substitution process
has no memory. That is, it is assumed that an
adenine nucleotide at a particular site has a cer-

tain probability of changing at any given instant

to a cylosine, regardless of what nucleotide was
present at that site in the recent or distant past.
Such models are termed time reversible, as like-
lihoods computed using them are the same re-
gardless of where the root of the tree is assumed
\‘//

a.

\/ |

A B

b.

Figure 5.6. Two ways to measure the amount of time that
has elapsed between two sequences. ¢. Some workers de-
fine time 1 to be the total amount of time along the path
from sequence A to sequence B. b. Others define time 1 1o
be just the amount of time between either sequence and the
common ancestor. In the latier case, the total time along the
path from Ato B is 2t.
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to lie. All that is visible today are the endpoints
of this time line; the substitutions that occurred
along the path between the two sequences were
not observed and hence could not be counted.
This situation is analogous to conducting two
surveys in our parking lot. Suppose that, during
each survey (which were spaced, say. 1 hour
apart) the color of car in every one of the 1,000
spaces in the entire lot was recorded. After the
second survey, it would be possible to fill in a
four-by-four matrix (see Fig. 5.7a) showing the
proportion of each type of color change (or non-
change) that occurred over the 2-hour period in
the whole parking lot.

Note that, because no observer was present
for a full hour, this divergence matrix does not
represent a Punneti-square-style breakdown of
the total number of substitutions that occurred,

because undoubtedly many of these substitu-
tions were missed. Instead, the elements of this
matrix record only the effect of the last substitu-
tion to occur before the second survey was taken
(if indeed any substitutions occumred). Even
though there is less information in these survey
data than could be obtained by continuous ob-
servation, there is still some basis for estimating
pt and thus obtaining a value that can be
plugged into Eq. (5.2).

For any specified value for pt, a prediction
can be made concerning the expected values of
the 16 cells in the divergence matrix. The link
between .t and these expected values is pro-
vided by the theory of stochastic processes. A
stochastic event is one that may occur at a pre-
dictable rate but is not able to be predicted ex-
actly. An example of a typical stochastic event is

a. after
red green blue yellow
red |0.083(0.061 {0.053|0.058
green |0.050]0.08810.051}0.062
before
blue |0.054 [0.042§0.085| 0.05
yellow [0.049]0.062|0.0490.103
b. after
red green blue yellow
=P o | e | b
o { =
red L hry i3 »PU A
\ d-ror | ,
green |l : 140 40)
+EP(l)
before - ro]
blue | Lrw L0) . &P
+ P
i
HIRYZO)
yellow [ Lriy | ke | wew |
+ P

Figure 5.7.  Obscrved and expected divergence matrices for the parking lot example. a. Four-by-four divergence matrix
showing the proportions of observed substitutions of each different type for the I-hour period between surveys. b. Four-by-
four expected divergence matrix in terms of the probability Pts) that at least one substitution occurred during the time pe-

riod ¢ that elapsed between surveys.
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the failure of a light bulb. While it is not possi-
ble to know exactly how long any given light
bulb will burn before failing, it is possible to de-
scribe the process statistically. The graph in Fig.
5.8 shows the relationship between time (hori-
zontal axis) and the probability of failure of a
particular type of light bulb (vertical axis). As
time goes on, it becomes increasingly probable
that the burning bulb, will fail. Because the prob-
ability of failure cannot surpass 1.0, while time
can continue to infinity, such plots must neces-
sarily flatten out and asymptotically approach
1.0. Substitution events are analogous stochastic
processes: It is impossible to specify when the
next substitution will occur, but the probability
of seeing at least one substitution event after
waiting a specified amount of time will follow a
trajectory similar to that of the burning light
bulb with respect to time. This probability of
seeing at least one substitution event as a func-
tion of time will is referred to hereafter as P().
Wiih substitution events, as with light bulb fail-
ure events, time goes on indefinitely whereas the
probabil‘igy P(1) is constrained to be less than
1.0. An interesting and useful fact for both burn-
ing bulbs and substitution events is that the
shape of the relationship between time and P(1)
is determined completely by the slope of a line
tangent to the curve at time zero (Fig. 5.8)!

Every distinct curve relating time to P(f) has as-
sociated with it a unique value for this slope.
This slope is called the instantaneous rate and
equals the quantity . that forms an integral part
of the formula for estimating an evolutionary
distance. Thus, the relationship depicted in Fig.
5.8 provides the means for estimating pf from
survey data (parking lot example) or sequences
sampled only at the endpoints of a timeline ex-
tending from one species to another passing
through their common ancestor.

In order to see how this estimation might be
accomplished, compare the divergence matrix
resulting from comparison of the before and af-
ter surveys of the parking lot (Fig. 5.7a) to the
expected value of this matrix (assuming equal
car color frequencies), which is given in terms
of the probability of at least one substitution P(r)
(Fig. 5.7b). As an example, the element corre-
sponding to “red before, blue after,” has an ex-
pected value equal to

Pr(red car before) X Pr(at least one subst.)
X Pr(last subst. results in blue car) = VaP(OH%
= YeP(1)

Thus, the expected values of the off-diagonal
elements of the divergence matrix are de-
termined using the Punnett-square approach,

0.9
0.8
0.7
0.6
P(0)0.5
0.4
0.3
0.2
0.1

Figure 5.8. The curved line represe

itution). The straight line tangent to the curve depicts the slope an A
s At s . lapsed. the curve becomes flat (zero slope). and the probability of failure

of change). After an infinite amount of time has ¢!
(or at Jeast one substitution) is 1.0.

!

nts the relationship of time ¢ to the probability of light bulb failure (or at least one sub-

of the curve at the first instant of time (instantancous rate
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divvying up the probability of at least one sub-
stitution in a way similar to the divvying up of
the total number of substitutions (juf) in Fig. 5.5.
The expected values of the diagonal elements
are different, however, in that for these elements
the possibility that no substitutions occurred
must be considered. The expected value for the
element “red before, red after” is therefore com-
puted as follows:

Pr(red car before) X Pr(at least one subst.)
X Pr(last subst. results in red car)

+ Pr(red car before) X Pr(no subst.)

= VPO + YAll = P(D)]

The first term above, YieP(1), is identical to the
expected value of each off-diagonal element.
The second term, Y4[1 — P(1)], is what accounts
for the possibility that no substitutions occurred.
Estimation of pr can be accomplished by simply
varying the value of pt until the expected diver-
gence matrix approximates as closely as possi-
ble the observed divergence matrix.? Increasing
the value of the product juf leads to higher values
of P(1), which in turn lead to increased expected
values for the off-diagonal elements and corre-
spondingly decreased values for the diagonal el-
ements. Decreasing pt hds the opposite effect.
Once the optimal value for 1 has been obtained,
the number of color-changing substitutions can
be estimated using the same formula as before,
Yaut. Even though the parking lot metaphor has
been used to describe the principles underlying
this estimation, the mechanics are identical for
estimating evolutionary distances under the JC
model.

In the two substitution models we have con-
sidered thus far (JC and F81), a single instanta-
neous rate is assumed to apply to all 16 possible
transformations between bases. In many cases,
the assumption of a single rate is not appropri-
ate. Consider two primate mitochondrial DNA
sequences, one human and one from chim-
panzee (Hayasaka et al., 1988), each of length

*While a plot of the relationship between ps and P(r) was
presented in Fig. 5.8, the acwal functional form of this rela-
tionship has not been presented. This function is P(r) = 1 —
e~ for this example. The term e™* is the Poisson probabil-
ity of observing no substitution cvents over the time period ¢
given that the substitution rate is .
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896 nucleotides. A matrix showing the number
of observed differences falling into each of the
16 possible substitution categories is shown in
Fig. 5.9. It is instructive to assume a particular
substitution model and use it to predict the num-
ber of differences for each of the 16 categories.
Using the JC model forces us to assume that all
bases are equally frequent. Using the technique
described above wherein .t is adjusted until the
expected values in the divergence matrix ap-
proximate as closely as possible the observed
values, the best estimate® of .t turns out to be
0.126752. Note that, even using this optimal
value for pt, the predicted numbers are notice-
ably different from the numbers actually ob-
served (Fig. 5.10a). The most conspicuous dis-
agreement is in the number of sites in which the
human and chimpanzee sequences both have the
base G. The observed value for this cell is 82,
whereas the JC model predicts the value to be
202.7! One problem in using the JC model in
this case is its inflexibility with respect to in-
equalities in base frequency. The empirical base
frequencies estimated from these two sequences
are w, = 0.307, w. = 0.328, w; = 0.104, and
= 0.261. This much variation in base frequen-
cies makes the use of the JC model questionable.

A better fit can be obtained using the F31
model, which is identical to the JC model except

A [ 261 1 9 2

C i 267 0 29
Homo

G| 14 0 82 0

T| 1 23 0 | 206

Figure 5.9. Matrix showing the numbers of each type of
transformation between a human mitochondrial DNA se-
quence and the homologous sequence in chimpanzee. Data
from Hayasaka ct al. (1988).

3The free computer program MLCalc, written by the au-
thor to accompany this chapter, can be obtained using the di-
rections supplied in the scction entitled Software at the end
of this chapter. This program, among other things. allows the
user to esti par for this ple by trial-and-cr-
ror or using the built-in numerical optimization algorithm.
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A ]202.71 7.1 | 7.1 7.1
C | 7.1 j202.7] 7.1 | 71
Homo
G| 71071 (2027] 7.t
T\ 71 7.1 1 7.1 1202.7
b. Pan
A C G T
A [241.7)11.7 | 3.7 | 94
C | 11.7 [2699] 4.1 | 105
Homo
G| 37141 |83]33
T |94 (1051 33 [2157

Figure 5.10. Expected numbcrs of differences between
human and chi hondrial DNA sequences. a.
Jukes-Cantor model b. F81 model. Note how allowing for
unequal base frequencies (F81 model) greatly improves the
predicted values along the main diagonal, but still does not
produce a completely satisfactory explanation of the off-di-
agonal elements: There are many more observed transition-
type differences than cither model predicts. The expected
values in both matrices shown here have been rounded off
to one decimal place for clarity.

that it allows the base frequencies to differ. The
total number of substitutions per site according
to the F8! model is estimated to be pt =
0.13252, and when this is partitioned into each
of the 16 cells according to the base frequencies,
the matrix shown in Fig. 5.10b is obtained. Note
the improvement in the prediction for the GG
ceil: The F81 model predicts a value of 83.3,
which is quite close to the observed value of 82.
There are still some discrepancies between ob-
served and expected values for the off-diagonal
elements, however. For example, in the ob-
served matrix, the values corresponding to tran-
sition-type differences (AG, CT, GA, TC) are
much higher than values corresponding to trans-
version-type differences. It is obvious that just
accounting for unequal base frequencies has not
captured this aspect of the real sequence data, as
such big differences are not evident in the matrix
of expected values corresponding to the F81
model (Fig. 5.10b).

To account for this transition/transversion
bias adequately in the data, we can add one
more parameter to our model to provide for the
possibility that transition-type substitutions oc-
cur at a rate that is different than the transver-
sion rate. Whereas in the JC and F81 models, all
substitutions were treated as if they occurred at
the single rate p, transitions are now treated as
if they occurred at a rate equal to kp, where the
parameter K is called the transition/transver-
sion rate ratio. If x equals 1.0, then the new
model becomes exactly equal to the F81 maodel,
because the rate of transition-type substitutions
is in this case identical to the rate of transver-
sion-type substitutions. If k is greater than zero,
however, then the rate of transition-type substi-
tutions is K times greater than the rate of trans-
version-type substitutions. If x is a fractional
quantity (i.e., between 0.0 and 1.0), then the
rate of transitions will be less than the rate of
transversions. Using this model, known as the
HKY model after Hasegawa et al. (1985), it is
possible to estimate the total number of substi-
tutions per site . and the transition/transver-
sion rate ratio k. These estimates are pr =
0.011582 and k = 34.365593, indicating the
presence of a much larger instantaneous rate of
transition-type substitutions over transversion-
type substitutions. Using the HKY model to
predict the values of each cell in the matrix of
expected differences, the result portrayed in
Fig. 5.11 is obtained. Now the greater number
of transversion differences seen in the real data
is reflected in the matrix of values predicted by
the HKY model.

Pan

A C G T
A 26311 1.0 {115} 0.8
C | 1.0 |261.0] 04 |303

Homo
Gl115] 04 |817]| 03
T 08 {303} 03 |20L.6
Figure 5.11. Expecied differences in each possible cate-

gory based on the HKY model, which allows base frequen-
cies 10 differ and the transition rate to differ from the trans-
version rate.
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The foregoing exercise is intended to show
how more complex models involving larger
numbers of parameters add the flexibility re-
quired for making sensible estimates of quanti-
ties of interest. Estimates of the evolutionary
distance between the human and chimpanzee se-
quences based on the JC, F81, and HKY models
are 0.0951, 0.0953, and 0.0991, respectively.
Because of the much beiter fit* of predicted to
observed differences, the estimate 0.0991 (based
on the HKY model) would be preferable to the
estimates based on the other two models. This
example also illustrates the value of exploring
the data to determine those evolutionary factors
that have contributed significantly to the pres-
ent-day sequences. Allowing base frequencies to
differ had little impact on the estimated distance
(0.0953 vs. 0.0951) compared to allowing for
transition/transversion rate bias (0.0991 vs.
0.0953). Many factors other than variation in
base frequency and transition/transversion bias
might, of course, also affect sequences, and a
summary of some of the factors that have been
incorporated into substitution models is pro-
vided below. For a more in-depth consideration
of substitution models, I recommend Tavaré
(1986).

USING SUBSTITUTION MODELS
TO INFER TREES

How is a data matrix translated into an infer-
ence of phylogeny? There are two general
model-based approaches to this problem: dis-
tance matrix and maximum likelihood methods.
Both approaches technically require an exami-
nation of every possible tree topology conneci-
ing the sequences under investigation. The
computational difficulties of performing an ex-
haustive search such as this are well known, and

*The fit can be tested by means of a chi-square goodness-
of-fit test. The chi-square test statistics, associatcd degrees
of frecdom (d.f.), and significance level (P) for the three
models are: (1) 267.284786 (JC model, 14 d.f, P =
0.000000); (2) 133.552885 (F81 model, Il df, P =
0.000000); and (3) 6.096059 (HKY model, 10 d.f., P = 0.
0.807129). The significant results for the JC and F81 models
are somewhat suspect because several of the expecied
counts are less than 1.0: however, the HKY model clearly
fits these data quite well.

for problems of any size (e.g., more than about
11 sequences) we must settle for an approxi-
mate method, using a heuristic search that
avoids looking at tree topologies that are obvi-
ously bad. As these strategies are the same for
both model-based and parsimony methods, they
are not discussed further here, and the inter-
ested reader is referred to the extensive descrip-
(ion of the different heuristic search strntegies
mony, each tree ;gop_qlogy _my_e_sﬂg_q;e{dunng a
search is compared to the best tree found thus
far by means of an optimality criterion. The op-
timality score is some measure of the “good-
ness” of a particular tree topology, and most of
the differences of opinion on methods for re-
constructing trees boil down to what optimality
criterion is believed to be the best general mea-
sure of tree “goodness.” The following section
describes the optimality criterion used by the
method of maximum likelihood. As discussed
in the introduction, emphasis is placed here on
maximum likelihood methods because they,
like parsimony (and unlike distance methods),
‘make use of the discrete. taxon-by- character
data matrix dlrectly

Maximum Likelihood Phylogenies

The method of maximum likelihood (ML) is one
of the most widely used and most general meth-
ods of estimation available (Kiefer, 1987, p. 65).
It is used for a vast array of different applica-
tions, of which phylogenetic inference occupies
but a minuscule corner. Its generality lies in the
fact that the same approach may be used in
every application, the only difference being the
probability model employed. If a mathematical
expression, however complicated, can be ob-
tained for the probability of the observed data,
then ML estimation can be performed. It was
mentioned earlier that computing the probability
of the data allows one to quantify the degree of
surprise that should be felt when the data are
considered. In situations where the data are sim-
ple, such as in the coin tossing example, these
probabilities can be adequately approximated by
simple intuition. As the data become more com-
plex, however, intuition becomes a poor guide
and, in fact, does not help at all in the case of a
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large matrix of sequences. The likelihood of a
specific tree? is proportional to the probability of
the data assuming that tree (and a particular sub-
1 stitution model).

It is important to remember that the likelihood
of a tree refers to the probability of the data
given the tree, not the other way around (Felsen-
stein, 1981b). It is not correct to think of a like-
lihood as being the probability of a particular
tree being the correct tree, because probabilities
refer to the relative frequencies of particular out-
comes of a random process (Weir, 1996, p. 80).
While a tree and its associated branch lengths
may indeed be thought of as outcomes of a ran-
dom process (as the past history and evolution-
ary direction of any group is contingent upon
multitudes of stochastic events), we are a very
long way from being able to describe adequately
the stochastic processes underlying the genera-
tion of phylogenies in nature (Felsenstein,
1973a, 1981b). We are much better, however, at
modeling the processes that produce sequences
from trees. Likelihoods allow us to choose
among different trees based on the predictions
those trees imply. Some tree topologies make
the observed sequence data much more likely to
have arisen than other tree topologies. Assuming
the ML trec topology makes us (or at least
should make us) less surprised when looking
upon our sequence data than does any other tree
topology.

Because there are two components to a tree,
the topology and branch lengths, it is possible
for the correct topology to have a lower likeli-
hood than one of the alternative topologies if the
branch lengths have not been estimated cor-
rectly. Under the ML criterion, the branch
lengths are adjusted until the probability of the
data (i.e., the likelihood) is greatest. Estimates
thus obtained are called maximum likelihood es-
timates (MLEs). For each tree topology investi-
gated during a search, care must be taken to en-
sure that the branch lengths used in computing
the likelihood of the tree are the MLEs. Failure
to do this can easily result in an incorrect infer-
ence for the topology, and more than one simu-
lation study comparing ML to other phylogeny

SThe térm tree will be taken hereafier to include the
topology and branch lengths.

e 3Ty S

reconstruction methods has been misleading be-
cause the algorithms used were faulty in this re-
spect (Hasegawa et al., 1991).

Finding the MLEs of the branch lengths is a
multidimensional optimization problem that can
be solved by a variety of standard numerical
methods. Perhaps the best way to achieve an un-
derstanding of maximum likelihood estimation
in the context of phylogenetic inference is by
considering the simplest of all trees: a single
branch connecting two terminal taxa. There are
two sequences involved and a single branch
length to estimate. While there is only one tree
for two terminal taxa, delving into this example
serves two purposes: It illustrates the relation-
ship between the length of a branch and the
probability of the data, and also shows how
maximum likelihood estimates of evolutionary
distances are obtained, for ML distances are
simply MLEs of the single branch length con-
necting two taxa. Our simple example involves
two sequences of length five nucleotides (see
Fig. 5.12). There is a single difference between
the sequence at one end of the branch and its
counterpart at the other end of the branch. Imag-
ine three different lengths for the branch con-
necting the two sequences. The first branch has
zero length (Fig. 5.12a). Because branch length
is measured as the evolutionary distance (ex-
pected number of base-changing substitutions
per site), assuming a branch length of zero
would result in a very low likelihood score. This
is because it would be extremely surprising to
find a difference at even a single nucleotide site
given that there was zero chance of any substitu-
tions occurring! At the other end of the scale, as-
suming that the branch is infinitely long (Fig.
5.12c) also leads to a low likelihood, because if
the true branch length had been infinitely long
we would expect many more sites to be differ-
ent. Said another way, assuming there have been
an infinite number of substitutions at each'site, it
is very surprising that only one site showed a
difference. Thus, there must be some intermedi-
ate (maximum-likelihood) branch length that is
“just right” (Fig. 5.12b). Assuming that particu-
lar maximumlikelihood length makes the fact
that we observed only one difference between
the sequences least surprising. Figure 5.13 plots
the likelihood as a function of the length of the
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a. ACCGT ACCGC
b. ACCGT =eemmmmm— ACCGC
c. ACCGT / L
7/ ACCGC
Figure 5.12. A simple ple ill ing the of an evolutionary di by maximum likelihood. Three dif-

ferent putative branch lengths are shown. a. Branch having length zero. b. Branch having an intermediate length. ¢. Branch
having an infinite length. Note that the only difference between the sequences at either end of the branch in cach case is

that a T (on the left) has changed into a C (on the right).

single branch connecting the two sequences un-
der the JC model of substitution.

¢The likelihood is the probability of a sequence ACCGT
changing to ACCGC over an amount of time 1 at a substitu-
tion rate p. The branch length provides the product pt
needed to compute this probability. As we saw earlier, the
branch length for the JC model is just v = Yiut, and thus the
quantity p can be obtained for any specified branch length
v by inverting this relationship: wr = ¥v. The first four sites
{ACCG) have not changed (or have changed and then re-
verted back), whereas at least one nucleotide-changing sub-
stitution was observed at the fifth site, resulting in the differ-
ence T ¢ C. Using the JC model, the probability of
observing no change is “1P(1) + Y[l = P)} = Y[l —
e#] + Vile ] = Vis[l + 3e %] = Vig[1 + 3e-"], whereas
the probability of observing a change is Y1sP(t) = Yie[} —
] = Y[l — e~*]. Thus, the likelihood function plotied
in Fig. 5.13 can be written as a function of the branch length
(v) as follows:

Lv) = [—I%[I + 3e'§ "]}[Ila[l - e'g"]}.

0.3

Finding the MLE of the single branch length
in the example above is similar to turning the
dial on a radio to locate the exact frequency be-
ing broadcast by a particular radio station. Imag-
ine that if you turn the dial in a clockwise direc-
tion, the branch length becomes larger; turning
the dial in a counterclockwise direction results
in a shorter branch. Suppose that you can watch
a gauge that plots the likelihood as a function of
the position of the dial (similar to the graph in
Fig. 5.13). Starting at a branch length of zero
and turning clockwise, the likelihood rises dra-
matically. At one point, however, the curve tops
out (near 0.23) and then begins to fall. This point
at which the likelihood is greatest is the maxi-
mum likelihood estimate of the branch length.

Finding the likelihood of a tree with many
branches is entirely analogous to the situation
just described, except that now we have a dial to
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Figure 5.13.

Plot of the likelihood as a function of branch length for the data in Fig. 5.12 (i.e., one difference observed

out of five nucleotide sites). The vertical line is located at a branch length of 0.232616, which is the maximum likelihood
estimate (MLE). For the case of a tree with one branch, the branch length is identical to the MLE of the evolutionary dis-

tance between the two taxa.




